At the Seams — Why
Systems Fail Where They
Meet
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Complex systems rarely fail at their centres. They fail at their boundaries,
where two correct parts meet under assumptions neither of them wrote
down and neither of them owns. Reliability is therefore a property of
interfaces, and safety is a control problem rather than a component
problem.
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Chapter 1

01. The Seam — Why Failure Concentrates
Where Parts Meet

The Anatomy of a Normal Accident
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Sociologist Charles Perrow, working at Yale, proposed that accidents in
complex, tightly-coupled systems are an inevitable property of the system
structure rather than individual component unreliability. He examined the
Three Mile Island Unit 2 disaster of 1979 to demonstrate that four
independent, individually minor failures combined to produce a
catastrophic system outcome. These failures included stuck feedwater
valves left shut after maintenance, a relief valve stuck open, and a control-
room indicator that reported the commanded state rather than position.
Perrow argued that interactive complexity and tight coupling leave no slack
to absorb the interactions, making some accidents structurally unavoidable
regardless of the quality of components. This measurement of the 1979
incident suggests that the reliability of a single part provides no predictive
power for the overall safety of the entire system.
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The Seam as a Unit of Analysis
s08MB lUgIULWIILYDINITIATIZ

The seam represents the boundary where two correct parts meet under
assumptions neither party wrote down, a concept explored in Perrow’s 1984
book, "Normal Accidents: Living with High-Risk Technologies". In the 1979
Three Mile Island Unit 2 case, the failure was not rooted in the core
function of any single valve, but in their unexpected, non-linear
interactions. By shifting the unit of analysis from the component to the
seam, we reframe safety as a control problem rather than a mere exercise in
component maintenance. When systems are tightly coupled, the interface
becomes the primary site of failure because no individual engineer owns
the assumptions governing the interaction of those parts. This perspective,
supported by the 2001 analysis by Andrew Hopkins in the Journal of
Contingencies and Crisis Management, forces a move away from simple
component-level reliability metrics.
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The Limits of Competitive Theory
Indnvamguavuu

The validity of Normal Accident Theory is contested by the High-Reliability-
Organization camp, led by researchers such as La Porte and Roberts, who
argue for different organizational outcomes. Scott D. Sagan, in his 1993
study "The Limits of Safety: Organizations, Accidents, and Nuclear
Weapons', competitively tested these theories against Cold War nuclear-
command case studies. Sagan found that Perrow’s pessimism was largely
borne out, citing near-misses during the Cuban Missile Crisis that were
attributed more to luck than to rigorous organizational design.
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Example: A bridge does not collapse because the steel is weak, but because
the expansion joint was designed for a temperature range that the climate
exceeded.
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Verdict. Reliability is a property of the interfaces between components

rather than the inherent quality of the individual pieces themselves.
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Overturned if: A comprehensive replication of the Cuban Missile Crisis data
shows that organizational design, rather than luck, was the primary cause of
nuclear safety.
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Sources. 1984 - Charles Perrow, "Normal Accidents: Living with High-Risk
Technologies" - [overview](https: //en.wikipedia.org /wiki/
Normal_Accidents) - 1993 - Scott D. Sagan, "The Limits of Safety:
Organizations, Accidents, and Nuclear Weapons" — [Princeton UP](https://
press.princeton.edu/books /paperback /9780691021010 /the-limits-of-
safety)

UA991934. 1984 - Charles Perrow, "Normal Accidents: Living with High-Risk
Technologies" — [overview](https://en.wikipedia.org/wiki/Normal Accidents) -
1993 - Scott D. Sagan, "The Limits of Safety: Organizations, Accidents, and
Nuclear Weapons" — [Princeton UP](https://press.princeton.edu/books/
paperback/9780691021010/the-limits-of-safety)



Chapter 2

02. Units and Assumptions — The Mismatch
Nobody Owns

The Boundary as a Point of Failure
4 .
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Complex systems do not fail at their singular, well-defended cores because
those areas are subject to rigorous internal verification processes. Instead,
these systems collapse at the invisible interface where two distinct,
correctly functioning components are forced to exchange critical data. The
Mars Climate Orbiter disaster in September 1999 illustrates this, as ground
software transmitted thruster impulses using the unit of pound-force-
seconds. The navigation system, however, was built to interpret these
specific inputs only as Newton-seconds, creating a 4.45x conversion
mismatch that remained entirely unobserved. The NASA Mishap
Investigation Board confirmed that each subsystem was perfectly valid
against its own local specification, yet no entity owned the interface. The
lack of a unified authority over the handoff meant the defect existed in the
space between the two otherwise functional, compliant engineering teams.
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The Cost of Implicit Assumptions
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In June 1996, the Ariane 5 Flight 501 failure demonstrated how software
reuse can introduce fatal risks when the original context is ignored. The
Inquiry Board chaired by Prof. Jacques-Louis Lions discovered that the
inertial-alignment software was inherited directly from the previous Ariane
4 rocket design. A 64-bit horizontal-velocity value was passed into a 16-bit
integer, causing an unprotected conversion overflow that the system was
never designed to handle safely. Similarly, in July 1983, the Gimli Glider
incident occurred because the ground crew utilized a fuel-density
conversion factor for pounds instead of kilograms. The Board of Inquiry led
by George H. Lockwood noted that the crew applied a 1.77 factor instead of
the required 0.803 kg/L. This error left the aircraft with under half the
required fuel because both sides assumed their unit convention was the
universal standard for all calculations.
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The Consensus of Investigations

YoasUannisaauaiu

There is no serious dispute regarding these findings, as the official
investigations agree that the mechanisms of failure were entirely tied to
mismatched assumptions. The NASA Mishap Investigation Board, the
Inquiry Board led by Prof. Jacques-Louis Lions, and the Board of Inquiry led
by George H. Lockwood all concur. Each body confirmed that the technical
failure occurred because the interface was not treated as a distinct, owned
component of the total system.
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Example: A bridge fails not because the steel is weak, but because the
architect and the engineer used different units for the load.
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Verdict. Reliability is a property of the boundary, and a defect that lacks an
owner will inevitably remain hidden until the system reaches a failure state.
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Overturned if: A future analysis demonstrates that the Ariane 5 software
overflow was successfully caught by the existing unit testing protocols
during the flight preparation phase.
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Sources. 1999 - NASA Mishap Investigation Board, "Mars Climate Orbiter
Mishap Investigation Board Phase I Report" — [NASA report PDF](https://
llis.nasa.gov/llis_lib/pdf/1009464mainl_0641-mr.pdf) - 1996 - Inquiry
Board (chair J.-L. Lions), "ARIANE 5 Flight 501 Failure — Report by the
Inquiry  Board" —  [ESA](https://sci.esa.int/web/cluster/-/38889-
ariane-501-report-by-board-of-inquiry)

WA 991994, 1999 - NASA Mishap Investigation Board, "Mars Climate Orbiter
Mishap Investigation Board Phase | Report" — [NASA report PDF](https://
llis.nasa.gov/llis lib/pdf/1009464main1 0641-mr.pdf) - 1996 - Inquiry Board
(chair J.-L. Lions), "ARIANE 5 Flight 501 Failure — Report by the Inquiry Board"
— [ESA](https://sci.esa.int/web/cluster/-/38889-ariane-501-report-by-board-
of-inquiry)
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Chapter 3

03. The Handoff — Where Information Goes
to Die

The Fragility of the Boundary

AMULUTIUNVDIYALYDUAD

Transferring responsibility for a patient is an inherently hazardous
operation that frequently produces measurable and preventable harm when
the communication process lacks a formal, rigorous structure. The I-PASS
Study Group led by Starmer et al. conducted a multicentre implementation
involving the Walter Reed National Military Medical Center and nine other
partner hospitals. In their 2014 study, they observed that the medical error
rate fell from 24.5 to 18.8 per 100 admissions, representing a total decrease
of 23 percent. This data demonstrates that the act of handing off
information is not a neutral copy operation, but a vulnerable site where
errors are manufactured during transmission. Without a standardized
bundle, the gaps between the outgoing and incoming clinicians become
conduits for the silent degradation of critical clinical information and
patient safety protocols.
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The Architecture of Reliability
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A structured handoff bundle consists of a mnemonic-organized verbal
handoff, a standardized written or computerized tool, and formal training
paired with ongoing observation of the process. The 2014 I-PASS
implementation showed that preventable adverse events decreased from 4.7
to 3.3 per 100 admissions, a significant 30 percent reduction in patient
harm. Research published in a 2022/2023 multicentre extension, noted in
PubMed 36326255, reported a further 47 percent reduction in handoff-
related harm events within these complex clinical systems. These findings
confirm that rigorous structure reduces harm without slowing down the
workflow of the medical team, transforming the handoff from a hazard into
a control. The aviation industry established the sterile cockpit rule under 14
CFR 121.542 in 1981 to restrict non-essential communication during critical
phases of flight for similar reasons. This rule was developed by the Federal
Aviation Administration following the 1974 Eastern Air Lines 212 crash in
Charlotte, which underscored the dangers of crew distraction.
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The Consensus on Handoffs
AUNIUALTDINTITAIRDIU

There is no complicating or null-result evidence found this turn to contest
the effectiveness of these structured communication protocols in clinical or
aviation environments. The evidence consistently indicates that the
boundary where responsibility transfers is the primary location for
systemic failure rather than any individual component of the system. The
reliability of the system is therefore a property of the interface itself,
requiring strict protocols to maintain safety during the transition of
information.
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Example: A handoff is not a photocopy of a document but a high-stakes
relay race where the baton is most likely to be dropped at the transfer.
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Verdict. Handoffs are hazardous control problems that require explicit
structural intervention to prevent the predictable loss of information and
subsequent patient harm.
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Overturned if: A large-scale replication study fails to produce a reduction
in harm or identifies that structural protocols introduce new, higher-
frequency failure modes at the interface.
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Sources. 2014 - Starmer et al. (I-PASS Study Group), "Changes in Medical
Errors after Implementation of a Handoff Program" — [NEJM](https://
www.nejm.org/doi/full /10.1056 /NEJMsal405556) - 1981 - Federal Aviation
Administration, "Sterile Flight Deck Rule (14 CFR 121.542) — origin and
scope” — [SKYbrary](https: //skybrary.aero/articles /sterile-flight-deck)

UWRAID19D4. 2014 - Starmer et al. (I-PASS Study Group), "Changes in Medical
Errors after Implementation of a Handoff Program™" — [NEJMI(https://
www.nejm.org/doi/full/10.1056/NEJMsal1405556) - 1981 - Federal Aviation
Administration, "Sterile Flight Deck Rule (14 CFR 121.542) — origin and scope"
— [SKYbraryl(https://skybrary.aero/articles/sterile-flight-deck)
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04. Protocol Drift — When Two Sides
Disagree About the Contract

The Origins of Liberal Acceptance

AuAinvaINIsEaNSULUUEANYY
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In 1989, J. Postel and his colleagues codified a foundational design principle
for internet communication within the document formally known as RFC
1122. This guideline, which advised developers to be conservative in what
they do but liberal in what they accept, aimed to ensure maximum
interoperability between disparate systems. The IETF architects believed
that by accepting slightly malformed input, services could survive minor
errors without collapsing, thereby keeping the network functional and
resilient. However, this design choice quietly shifted the actual maintenance
burden onto the side that attempted to remain strictly correct according to
the original, intended specification. Because the receiver silently papered
over errors, the sender was never alerted that their output had drifted away
from the agreed-upon standards of the protocol. Over time, the original
contract between these two systems effectively vanished, leaving behind a
fragile, undocumented reality that neither party fully owned or understood.

Tud 1989 J. Postel wagamuzIlaunaNAsNABUAIRz VIR U1TENINeTEUL
woumaly asluenansnidniuluenienisin RFC 1122 nannsuuinlidue) via
Tudsnauinedweysnwily seusudsnlasuegwdangu nunsasliszuun
Ansiurinusiulauniign anuiinves IETF Welnieausudunaiie
4 a 1 Y Aa [ 4 [ | '
sUuUlUde Usnseneg agsemandaianaadnteslalauliay uazinietie
o o 14 =) dﬂl ¥ ¥ o o a ydl 1 dl
szduiaulduaznunu madeniindundnaisyingesnwadelulindlen
wengvilignassnudenimuanaftegiuasinin tnglullasiao §su
4‘ Y a =) Y 1 = 1 p ) L3 dl
nauindeudeianainludsuy gasdddmeiinerdnavesnudssuuliain
nsgruvesiusinaeananasiull Wenamuly dygidafusznineszuun
[ a va I Y < a A 1 o v
aanmglUlunaUfin maelfinesnnuluasensizun lddienaisinfiu
uazlifidheladudwewmsodlasgsao i

17



The Cost of Silent Tolerance

AUNUVIINITHIUIUDENRYULTEY

By 2023, the Internet Architecture Board, led by authors including Martin
Thomson and T. Pauly, published RFC 9413 to formally address the
consequences of this drift. The board observed that the long-standing habit
of tolerating non-conforming input had inadvertently rewarded senders
who failed to adhere to the established, rigorous protocol specifications.
This silent tolerance entrenched deep ambiguity and created significant
security flaws, as systems began to rely on unpredictable behaviors rather
than the formal, explicit interface contract. The conservative sender, who
continued to follow the rules, was forced to pay the maintenance cost
indefinitely to accommodate the erratic behavior of the liberal peer. The
IAB concluded that active protocol maintenance is far superior to the
passive acceptance of malformed input, as it forces both sides to remain
aligned. Contract testing, such as the use of consumer-driven contracts like
Pact, serves as the modern enforcement mechanism that replaces vague
assumptions with executable, verifiable interface expectations.
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The Shift in Standards

A15AsULUAIUaININTEIN

The dispute regarding the validity of liberal acceptance is now resolved
rather than contested, as the Internet Architecture Board has officially
adopted the critique. The industry has moved away from the 1989
philosophy of RFC 1122 and toward the 2023 mandate of RFC 9413 for
maintaining robust, predictable network protocols. The IETF has essentially
reversed its stance, prioritizing explicit enforcement and clear contract
adherence over the previous preference for loose, forgiving communication
channels.
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Example: A handshake that ignores a broken finger eventually leads to a grip
that cannot hold any weight at all.
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Verdict. Systems fail when the interface contract is allowed to decay
through the silent, unverified acceptance of inputs that deviate from the
agreed specifications.
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Overturned if: A large-scale empirical study demonstrates that protocols
enforcing strict input validation suffer higher rates of catastrophic failure
than those using liberal acceptance policies.
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Sources. 1989 - J. Postel et al, "Requirements for Internet Hosts —
Communication Layers" — [IETF Datatracker](https://datatracker.ietf.org/
doc/html /rfc1122) - 2023 - Internet Architecture Board / M. Thomson, T.
Pauly, "Maintaining Robust Protocols” — [RFC Editor](https://www.rfc-
editor.org/info/rfc9413/)

UWA991994. 1989 - J. Postel et al., "Requirements for Internet Hosts —
Communication Layers" — [IETF Datatracker](https://datatracker.ietf.org/doc/
html/rfc1122) - 2023 - Internet Architecture Board / M. Thomson, T. Pauly,
"Maintaining Robust Protocols" — [RFC Editor](https://www.rfc-editor.org/info/
rfc9413/)
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05. Timeouts and Retries — The Cure That
Causes the Disease

The Paradox of Recovery Logic

UnssAlvaInssnenIsnAu

Retry mechanisms are intended to improve reliability by masking transient
faults within a distributed system, yet they frequently serve as the primary
catalyst for total collapse. In the 2015 DynamoDB US-East disruption,
Amazon Web Services documented how automated retry logic
inadvertently transformed a localized issue into a sustained, system-wide
service failure. When individual storage servers began retrying membership
requests against an overloaded metadata service, they created a positive-
feedback loop that overwhelmed the already struggling infrastructure
components. This specific event showed that the retry logic itself was the
mechanism keeping the system in a degraded state, rather than a bridge to
recovery. By maintaining a ~55% error rate for customers, the system
demonstrated that blindly reapplying requests can exacerbate rather than
resolve the underlying resource exhaustion.
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Metastable Failures and Load Shedding

AMUAUNAIUUUNGLENYTUATAITANNITZITUY

A metastable failure occurs when a system remains stuck in a high-latency
or high-error state long after the initial triggering condition has been
removed. Nathan Bronson, Abutalib Aghayev, Aleksey Charapko, and
Timothy Zhu argued in their 2021 HotOS paper that these retry-driven
loops are a defining characteristic of modern distributed systems. The 2015
AWS DynamoDB postmortem provides the definitive case study, illustrating
how the metadata service could only recover once the team manually
paused all incoming requests. This act of load shedding—deliberately
rejecting work to protect the service—proved far more effective than the
automated retries that had previously sustained the outage. To prevent the
thundering-herd variant of this problem, engineers often implement
exponential backoff with full jitter, calculating delay as random(O0,1)
multiplied by the min(cap, base x 2"attempt). Marc Brooker, writing for the
AWS Architecture Blog in 2015, established this formula as the standard
industry mitigation for preventing clients from synchronizing their retry
attempts.
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The Consensus on Retry Risks
L a ldl o ‘:I L)
Fumufinganuaudgsanisaad

There is no serious dispute regarding the danger of unconstrained retry
loops, as the evidence from both academic research and operational
postmortems aligns perfectly. Bronson et al. cite multiple industry incidents
that mirror the DynamoDB failure, confirming that the pattern of retry
amplification is a systemic, repeatable phenomenon. The field currently
accepts that safety is a control problem requiring explicit load management
rather than a simple component problem solvable by retrying.
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Example: Retrying a failed request in an overloaded system is like pouring
more water into a clogged drain, hoping the pressure will clear the pipe.

1 o v

foe1e: deAnSasvenaualt lusuUNAISZIUALLe AnTloWNUINLAIVID

P '
o A LY L

STUNBUINA LA T usInuRTAudIadulingn

Verdict. Aggressive retry logic is a leading cause of large-scale, self-
sustaining outages and should be replaced by load shedding during periods
of high contention.
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Overturned if: A large-scale system demonstrates that unconstrained
retries under extreme load consistently lead to faster recovery times than
load shedding or backoff strategies.
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Sources. 2021 - Nathan Bronson, Abutalib Aghayev, Aleksey Charapko,
Timothy Zhu, "Metastable Failures in Distributed Systems" — [paper PDF]
(https: //sigops.org /s /conferences/hotos/2021/papers/hotos21-s11-
bronson.pdf) - 2015 - Amazon Web Services, "Summary of the Amazon
DynamoDB Service Disruption and Related Impacts in the US-East Region"
— [AWS postmortem](https: /aws.amazon.com/message/5467D2 /)

WWA991994. 2021 - Nathan Bronson, Abutalib Aghayev, Aleksey Charapko,
Timothy Zhu, "Metastable Failures in Distributed Systems" — [paper PDF]
(https://sigops.org/s/conferences/hotos/2021/papers/hotos21-s11-
bronson.pdf) - 2015 - Amazon Web Services, "Summary of the Amazon
DynamoDB Service Disruption and Related Impacts in the US-East Region" —

[AWS postmortem](https://aws.amazon.com/message/5467D2/)
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Chapter 6

06. The Silent Success — Failure That
Reports Everything Is Fine

The Illusion of Operational Certainty
AMWaRNAIYaIRULLNeUTUNISURURY

The most dangerous failure mode is not the crash, but the silent return of
corrupted data that masquerades as a valid success. When a storage stack
confirms a write, the application assumes the data is safely committed, yet
that confirmation often hides physical instability underneath. In a study of
1.53 million disk drives conducted over 32 months, researchers at NetApp
and the University of Wisconsin found that 9.5% of nearline SATA drives
developed at least one latent sector error per year. This high incidence rate
demonstrates that physical components frequently degrade without
triggering the error reporting mechanisms that engineers rely upon to
maintain system health and data integrity. Such failures remain hidden from
the monitoring layers because the hardware itself provides no indication
that the underlying bit-level representation has drifted away from the
original input.
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The Scale of Mercurial Hardware

FunUaIandauai vy

Data integrity cannot be assumed at the interface layer because corruption
occurs at rates high enough to matter fundamentally whenever systems
operate at modern, massive fleet scales. A companion study of the same
drive population over 41 months identified more than 400,000 instances of
silent checksum mismatches, proving that standard reporting often fails to
catch significant corruption. At Meta, engineers report that roughly 1-
in-1,000 CPU cores exhibit defects capable of inducing silent data
corruption, a phenomenon that forces a reassessment of reliability at the
instruction level. Similarly, Google’s "Cores that don't count" study coined
the term "mercurial cores" to describe processors that silently miscompute
results while continuing to report normal operational status to the kernel.
These findings illustrate that absence of an alert is not evidence of system
health, as the hardware layer may be actively producing errors while
claiming to function perfectly.
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The End-to-End Necessity

o & ¥ =
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Because intermediate layers cannot be trusted to report their own internal
failures, Saltzer, Reed, and Clark argued in 1984 that integrity checks must
reside at the system endpoints. This end-to-end argument remains the
standard for robust design, as it avoids the fallacy of trusting individual
components to identify and report every possible internal state of
corruption. No consensus exists to reject this core argument, which has
instead generated over 40 years of refinement literature regarding where
checksums should be placed in evolving network stacks.
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Example: A digital photograph arriving with a single corrupted pixel is a
system success that hides a failure of the underlying storage medium.
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Verdict. Reliability is a property of interfaces, and safety must be managed
through end-to-end verification rather than relying on the reported status
of internal components.
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Overturned if: A comprehensive longitudinal study demonstrates that
modern storage and compute hardware achieves a zero-error rate,
rendering end-to-end checksums redundant and computationally
unnecessary.
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Sources. 2007 - L. N. Bairavasundaram, G. R. Goodson, S. Pasupathy, J.
Schindler, "An Analysis of Latent Sector Errors in Disk Drives" — [ACM DL]
(https://dl.acm.org/doi/10.1145/1269899.1254917) - 2008 - L. N.
Bairavasundaram, G. R. Goodson, B. Schroeder, A. C. Arpaci-Dusseau, R. H.
Arpaci-Dusseau, "An Analysis of Data Corruption in the Storage Stack" —
[USENIX PDF](https: //www.usenix.org/legacy/event/fast08 /tech/
full_papers/bairavasundaram/bairavasundaram.pdf)

L1E9I91994. 2007 - L. N. Bairavasundaram, G. R. Goodson, S. Pasupathy, J.
Schindler, "An Analysis of Latent Sector Errors in Disk Drives" — [ACM DL]
(https://dl.acm.org/doi/10.1145/1269899.1254917) - 2008 - L. N.
Bairavasundaram, G. R. Goodson, B. Schroeder, A. C. Arpaci-Dusseau, R. H.
Arpaci-Dusseau, "An Analysis of Data Corruption in the Storage Stack" —
[USENIX PDFI](https://www.usenix.org/legacy/event/fast08/tech/full papers/

bairavasundaram/bairavasundaram.pdf)
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Chapter 7

07. Latent Conditions — Accidents That
Were Already There

The Architecture of Latent Failure

an1Ungnssuvaspnuauamiuiag

James Reason proposed the Swiss cheese model to illustrate how accidents
occur through the alignment of latent conditions rather than a single
catastrophic failure point. These latent conditions remain hidden within an
organization for long periods, effectively waiting for a specific set of
circumstances to bridge the gaps in safety defenses. In his 2000
publication, Reason argued that the final action taken by an operator is
rarely the true cause of a complex system failure event. By examining these
underlying systemic weaknesses, researchers shift their focus from the
immediate human error to the broader environmental and organizational
factors that permit accidents. This conceptual framework encourages
professionals to view safety as a persistent management challenge rather
than merely an exercise in eliminating individual component-level mistakes
Or errors.

v a dl dl v I L L% 1 dl d! o 1
auRwsinleeuluusanedaesiinsiu ldludegalaganisisased
% a a Ad A A ° .
Fr8usuiNegafe) UAeAN James Reason taualiluwuudiass Swiss cheese
= & I v & o % ¢ =%
weuluudawiniigeusglussinsladunaiuiu duse selvaaiunisalyanilaun
= a v A 1 1 2 (% (% 2/ = o aa o
faned uaenvesinilunwilesiuanuuasadelinggdaiu Tuauanumd
2000 Reason l@udainnsnseiigaingvesgnrvauunulineiduaninaswes
Aanuduwmadlusyuundudou Weidulangasowdessuuiidoustinaiil gauiv
JegananuRanaInvesyuinegnsmtn ludidademudunnaaunas
asAnsluaenisnvaeslvigiRmeintuls nseuAnlliiderviyuesniu
Uasaseiluanuuimsidesineidediifuau luldualaddnnnuianainnie
VoHANAINNAsTUAIY

30



The Incubation of Disaster
szasNNAIVINTUY

Barry Turner developed the concept of the incubation period by coding 84
official British accident and disaster inquiry reports published by the year
1978. His research demonstrated that the preconditions for a disaster
accumulate over a long, socially normal period before the triggering event
finally makes the danger visible. Turner noted that he stopped his analysis
at 84 reports because the final 71 documents failed to produce any new
categories for his incubation-period model. Sidney Dekker expanded on
this theme in 2011 by describing how organizations drift into failure through
a series of small, locally rational adaptations over time. The "cause"
identified in a typical inquiry is often simply the point where the long-term
accumulation of latent conditions finally manifested in an observable way.
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The Limits of the Model
YINMNAVBILUUINADY

The Swiss cheese model is contested by researchers like Larouzée and Le
Coze, who argue in their 2020 paper that the theory is often too vague.
Critics suggest the model is effectively untestable or unfalsifiable as a
causal theory, prone to being applied dogmatically as if layered defenses
guarantee absolute safety. They also highlight that James Reason himself
later qualified the model, acknowledging the limitations inherent in using
such a simplified representation for complex organizational systems.

LUUAIAD9 Swiss cheese gﬂIﬁLLé’fﬂ 1In3980814 Larouzée tag Le Coze waulilu
|, 1 ddyo} = a U a '3 1 agll < 1 =
unaul 2020 Imgegilinaauasenuly dn3asalnguiliiugi Tugiuengui)
a ° & M v a P < My & o ° %
Waanun wuudnassiununaasulilduazigawindumnalila nedagainluly
agemei s1fuIwunleiudeuiuludug udrslasadulagauysal
WINWITA8I162 James Reason taenusuaulvvesuuudtasitluniends lng
goUSUTDINNANAAUINUNIT LBATNUNUBE 19918 UL UTEUUDIANTNT UG U

Example: Like a slow-growing rust that weakens a bridge until the final car
crosses it, the failure existed long before the collapse occurred.
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Verdict. Accidents are systemic outcomes that incubate through latent
conditions rather than being the direct result of the final action taken by an
operator.
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Overturned if: A rigorous replication of the 84 original inquiry reports
reveals that the majority of disasters arise from sudden, isolated events
without prior systemic accumulation.
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Sources. 2000 - Reason, J., "Human error: models and management" —
[PubMed/BMJ 320:768-770](https: //pubmed.ncbi.nlm.nih.gov/10720363/) -
2020 - Larouzée, J. & Le Coze, J.-C., "Good and bad reasons: The Swiss
cheese model and its critics" — [ScienceDirect, Safety Science](https://
www.sciencedirect.com/science/article/pii/S0925753520300576)

LUA9I91994. 2000 - Reason, J., "Human error: models and management" —
[PubMed/BMJ 320:768-770]1(https://pubmed.ncbi.nlm.nih.gov/10720363/) -
2020 - Larouzée, J. & Le Coze, J.-C., "Good and bad reasons: The Swiss cheese
model and its critics" — [ScienceDirect, Safety Sciencel(https://
www.sciencedirect.com/science/article/pii/S0925753520300576)
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Chapter 8

08. The Blame Reflex — Why 'Human Error’
Ends the Inquiry

The First Story and the Stopping Point
13091 1YALSARAZYIARYABLIN

When an accident occurs, organizations frequently default to the "first
story,” which centers on identifying who performed the action that led to
the system failure. Sidney Dekker, in his 2014 work "The Field Guide to
Understanding 'Human Error)' argues that this focus on the individual
effectively terminates the investigation process. By naming a person as the
primary cause, the inquiry stops exactly where a deeper technical or
procedural investigation should ideally begin for the organization. This
reflexive search for a culprit ignores the systemic conditions that
influenced the human actor, leaving the underlying boundary vulnerabilities
entirely unaddressed for the future. The "second story," by contrast, seeks
to understand why the action made sense to the operator at the time,
revealing the real causes within the system.
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The Distortion of Hindsight

n1siatiauainanfitiioFnanad

The human tendency to view past events as inevitable is reinforced by the
cognitive phenomenon known as hindsight bias, which was famously
analyzed by Baruch Fischhoff. In their 1975 experiment involving 172
students at an Israeli university, Fischhoff and Beyth demonstrated that
knowing an outcome significantly distorts one's memory of past
uncertainty. The students who were told a historical outcome assigned that
outcome a substantially higher retrospective probability than the control
group that received no such information. This finding shows that the belief
that an error "should have been obvious" is a psychological construct rather
than a reliable assessment of the prior situation. Because investigators are
aware of the outcome, they suffer from this bias, which makes their
retrospective judgment of human performance inherently unreliable and
prone to error.
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The Responsibility Counterargument
¥ ¥ 14 ndl v a
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This focus on systemic causes is contested by Parker and Davies in their
2020 paper, which critiques the common industry shift toward a "no blame"
culture. They argue for a "responsibility culture” in medicine, suggesting
that individuals should still be held accountable for errors that are
genuinely foreseeable and avoidable. If blamelessness is taken too far, the
authors contend that the organization risks letting genuine negligence
escape the necessary scrutiny required for professional accountability.
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Example: Blaming a pilot for a crash is like blaming the map for a road that
was missing a warning sign at a dangerous intersection.
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Verdict. Naming an individual as the cause of a complex system failure is a
cognitive shortcut that prevents the discovery of systemic safety risks.
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Overturned if: A replication of the 1975 Fischhoff and Beyth study fails to
show that knowledge of an outcome inflates the perceived probability of its
occurrence.
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Sources. 2014 - Dekker, S., "The Field Guide to Understanding 'Human
Error™ — [Routledge](https: //www.routledge.com/The-Field-Guide-to-
Understanding-Human-Error/Dekker/p/book /9781472439055) - 1975
Fischhoff, B. & Beyth, R., "I Knew It Would Happen: Remembered
Probabilities of Once-Future Things" — [ResearchGate](https://
www.researchgate.net/publication/

223213727_1_Knew_It_Would_Happen_Remembered_Probabilities_of_Once-

Future_Things)

W%A991994. 2014 - Dekker, S., "The Field Guide to Understanding 'Human
Error™ — [Routledge](https://www.routledge.com/The-Field-Guide-to-
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Fischhoff, B. & Beyth, R., "I Knew It Would Happen: Remembered Probabilities
of Once-Future Things" — [ResearchGate](https://www.researchgate.net/
publication/

223213727 | Knew It Would Happen Remembered Probabilities of Once-
Future Things)
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Chapter 9

09. The Postmortem — Turning an Outage
Into an Asset

The Institutional Shift of Blameless Review

asiwasukudsaartugnishinaninvyana

The practice of the blameless postmortem emerged as a structural method
to pivot from individual blame toward organizational learning by removing
the fear of punishment. John Allspaw of Etsy pioneered this approach in his
2012 article "Blameless PostMortems and a Just Culture" to redefine how
engineers interact with complex system failures. Google SRE has further
institutionalized this methodology within their internal processes, as
detailed in their workbook chapter on postmortem culture, to ensure
systemic improvement occurs. The primary goal is to treat an outage as an
asset for knowledge, rather than a point of failure that requires the
termination of personnel. By 2012, this cultural shift began to define the
standard for how technology firms process complex incidents without
resorting to the destructive cycle of blame.
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Measuring the Artifacts of Failure

N15INNAINGDITDYVIIAINANLNAT

The Verica Open Incident Database, known as the VOID 2022 report,
analyzed nearly 10,000 incident reports from just under 600 companies to
understand industry trends. This massive empirical survey, published in
2022, serves as the largest existing dataset regarding how organizations
document the boundaries where their complex systems fail. The data
revealed that postmortem practice remains wildly inconsistent across the
industry, with most public incident reports failing to identify any clear root
cause. Near-miss analysis is almost nonexistent in these documents, leaving
a significant gap in how companies learn from events that did not result in
total collapse. While these artifacts are collected, the VOID report measures
the documentation itself rather than whether these reviews actually reduce
the rate of future system incidents.

yadoyalvaiaaniiegluisesilAe Verica Open Incident Database #38518147U
VOID 2022 Aiwuid 2022 fudinsieisieainunnisaiiiou 10,000 atuainusen
T1ifle 600 wiia amuudlinvesgnamnssu AsdutuiinAeisnesnnsideu
LONATINVIULYANTEUUTULDUVBINUANWAT KATIDNNITA N1TTUFATLUA
Uadedlugnamnssuilliainaneagnwnn sieanumsnsalaisisazaulve
szyanmnsnuindanulilaee nMsiwszimanisaifeunataunulivsing
P A= A ' add av A % cay My o
Tuenansanil Jumdevesindlngluisnusumissudanmanisainlaldausiog
! gj 14 o v v Y o v M Yo J
N3ANNISEUU Tadnfindeayalidn 51891 VOID Fasaienans lildindinis
numumadansnsusnsallussuulusuanlasswmse i udsesseumaniloy

<@ Ve
QﬂLﬂUﬁ’JU‘J’JﬁJ‘l'JﬂG\']N

39



The Gap in Causal Evidence
Yoaialunangrudeaig

There is no independent, reliable dataset that allows researchers to confirm
whether postmortem learning causally reduces future incident rates, a
limitation noted in academic literature. A 2024 ACM workshop paper on
postmortem action items explicitly documents that these items routinely
go unimplemented, which undercuts the assumption that review produces
change. This absence of evidence is not a minor detail but a fundamental
ambiguity regarding the efficacy of the postmortem as an institutional tool
for reliability.
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Example: A postmortem is a map of a territory that has already shifted,
which is only useful if the organization actually builds the roads.
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Verdict. The postmortem is an essential ritual for internal communication,
but its capacity to prevent future failure remains an unproven hypothesis
without causal data.
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Overturned if: A longitudinal study succeeds in establishing a statistical link
between the rigor of specific postmortem action items and a measurable
decline in incident frequency.
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Sources. 2012 - Allspaw, J., "Blameless PostMortems and a Just Culture" —
[Etsy Code as Craft](https://codeascraft.com/2012/05/22/blameless-
postmortems/) - 2022 - Verica / Nash, C., "The VOID Report 2022" —
[Verica](https: //www.verica.io/blog /void-2022-report-now-available /)

WWA991984. 2012 - Allspaw, J., "Blameless PostMortems and a Just Culture" —
[Etsy Code as Craft](https://codeascraft.com/2012/05/22/blameless-
postmortems/) - 2022 - Verica / Nash, C., "The VOID Report 2022" — [Verica]
(https://www.verica.io/blog/void-2022-report-now-available/)
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10. Resilience Engineering — Work as
Imagined and Work as Done

The divergence of procedure and practice
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David Woods established the fundamental distinction between work-as-
imagined, which represents the formal written procedure, and work-as-
done, which describes the actual performance of complex tasks. In 2012,
Alper et al. measured this gap within two pediatric hospitals by surveying
199 nurses regarding their adherence to medication administration
protocols during daily operations. The data revealed that self-reported
protocol violations occurred in 8%-30% of routine situations,
demonstrating that workers frequently adapt their methods to meet system
demands. These findings suggest that the gap is not a sign of individual
deviance, but rather a systematic feature of how people navigate real-world
constraints. When the formal procedure fails to align with operational
reality, staff members must improvise to ensure that the work actually
reaches its intended conclusion. By documenting these departures,
researchers have shown that systems rely on these informal, unwritten
adaptations to maintain performance levels under varying environmental
pressures.
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The ETTO principle and adaptive safety

wann1s ETTO nagaudaanneidausunn

Erik Hollnagel introduced the ETTO principle, or efficiency-thoroughness
trade-off, to explain how practitioners constantly balance these competing
pressures to remain effective in their roles. The research by Alper et al. in
2012 further confirmed this, showing that in emergency situations, self-
reported violations rose significantly to between 32%-53% among the 199
nurses. This increase demonstrates that the divergence is highest precisely
when formal procedures are most difficult to follow, indicating that
adaptation is a functional necessity. Hollnagel's Safety-I and Safety-II
frameworks suggest that removing these informal adaptations can
paradoxically reduce safety by stripping the system of its essential, latent
flexibility. Rather than viewing these deviations as errors to be eliminated,
resilience engineering posits that they are the mechanisms that allow
complex systems to continue operating. Attempts to force strict adherence
to work-as-imagined may therefore inadvertently undermine the very
resilience that keeps the system functioning during periods of high
instability.
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Evidence and institutional critique
nangIuuazA1ITaldIEn UL

The validity of these approaches remains contested within the safety
community, as M.D. Cooper argued in a 2022 critique published in Safety
Science. Cooper contends that the Emperor has no clothes, asserting that
there is no published, peer-reviewed empirical evidence showing that
resilience engineering actually improves safety outcomes. He maintains that
these new approaches often rely on traditional Safety-I methodologies in
practice, despite their theoretical claims of offering a fundamentally
different perspective.

v @

v = 4 = o
AITUANADIVBILUININLAATUY adunanideelulenisanulasaie M.D. Cooper

a a

Téudsliluuniensald 2022 AifiAuwly Safety Science HuinAnifeinIuEosyn
Tnsivesnsesn Sslufivdngrudesedndiifiuiuagriunismsaaaulaeinss
ann@tulauansii Resilience engineering ¥liikadnsauanudasnivity
934 Cooper BughusteinlumeUAoh uwmnddmimaiiiniessfeuisuuy
Safety- LUURIRY LLﬂumwwqwﬁ%é’wjﬁLﬁuaquuaaﬁﬁhaaanvlﬂiﬂﬂéu@aﬁ
MY

Example: A pilot following the manual precisely in a storm might crash,
while one who adapts the procedure to the wind survives.
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Verdict. Systems depend on informal adaptations to function, meaning that
rigid enforcement of written procedures often masks the true operational
risks of the environment.
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Overturned if: A series of large-scale longitudinal studies demonstrate that
organizations prioritizing strict procedural adherence consistently achieve
lower incident rates than those allowing for informal adaptation.
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Sources. 2012 - Alper, S.J. et al., "Self-Reported Violations During Medication
Administration in Two Pediatric Hospitals" —  [PMC](https://
pmc.ncbi.nlm.nih.gov/articles/PMC4174297) - 2022 - Cooper, M.D., "The
Emperor has no clothes: A critique of Safety-II" — [ScienceDirect](https://
www.sciencedirect.com/science/article /abs/pii/S0925753520304446)

UWA991994. 2012 - Alper, S.J. et al., "Self-Reported Violations During
Medication Administration in Two Pediatric Hospitals" — [PMCl(https://
pmc.ncbi.nlm.nih.gov/articles/PMC4174297) - 2022 - Cooper, M.D., "The
Emperor has no clothes: A critique of Safety-11" — [ScienceDirect](https://
www.sciencedirect.com/science/article/abs/pii/S0925753520304446)
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Chapter 11

11. Control, Not Components — Leveson's
Reframing

The Failure of Component-Reliability Models

A2MUAULAIVIINUUINADIANUNY DD BYaIdIUUSENDU

Traditional safety engineering often relies on techniques like FMEA or FTA
to identify hazards, but these methods focus primarily on individual
component failures. Nancy Leveson of MIT argues that this paradigm is
fundamentally limited because it ignores accidents caused by unsafe
interactions between perfectly functional system components. In complex
software-intensive systems, nothing physically breaks or fails in the
traditional sense, yet the system can still reach an unsafe state through
logic errors. The 2012 book Engineering a Safer World by Nancy Leveson
establishes that safety should be reframed as a control problem rather than
a reliability problem. This shift in perspective requires moving away from
the assumption that if every component works correctly, the entire system
will be inherently safe.
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STAMP and the Evidence of Control

STAMP uawé’ng’m%mmimuqu

To address the limitations of component-failure analysis, Leveson
developed STAMP, a systems-theoretic approach that views safety as a
control problem involving feedback loops. In a 2018 study published in
Software Quality Journal, Sulaman et al. applied both FMEA and STPA to a
forward collision-avoidance system to measure their efficacy. The
researchers found that 13 hazards were identified in common by both
methods, proving that they share some ground in detecting basic system
risks. However, the STPA method surfaced detailed causal factors—
including software and communication-related causes—that the
component-failure framing of FMEA entirely missed during the analysis
process. This evidence demonstrates that a control-based method can
capture systemic interactions that remain invisible to traditional models
that look only for broken hardware parts.

Y

Qdd‘ a o U & a d'n:d é’ 1 [V Y v v Y]
FenueIn1sAIUANTUUGFNRLSITIsT UL SHBstuduWduLile nangueglu
nsAnwU 2018 NRNNNWIUL Software Quality Journal AUN19YBIIGUUAD STAMP
1 Leveson Winunduiauidesninvesn1siasizianuduialsiedu u
wwIaBmgeissuuinesanuvasaiefutymaunisauau heesieu
nduagu1slu Muved Sulaman 199s FMEA wag STPA Auszuulasiunisyusiu
w1 Wednusagislananaliy Niaeslidnndunsieaesiuiu 13 519015 I
a Lol gj 1 1 % dl 34' 1 L a
NFUIMIANYAINTUNITTUANUALINUGINVITTUU Wil STPA ieUadeita
ANNADINUIALLBYANT TINAIANANIINTENALITHALNITHDEATS NTOUAIIN
AUUAITIBTUYBY FMEA waavanunillunaannssuiun1siinsIey wuudaed
AULANNBIUATUAIUENSARIFNIEE URFUuNUSITesyuUdsansnudmsuliu

49



The Limits of Methodological Superiority
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The 2018 comparison by Sulaman et al. remains contested because the
study concluded that neither method is strictly superior to the other for
safety analysis. The authors noted that some hazards were unique to FMEA,
suggesting that both methods complement each other rather than one
replacing the other entirely. Furthermore, the STPA Handbook (2018) by
Leveson and Thomas acknowledges that STPA requires more analyst time
and specific training to implement effectively.
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Example: Comparing FMEA to STPA is like checking for a flat tire versus
analyzing the complex software logic that governs the autonomous steering
system.
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Verdict. Safety is a control problem, yet the practical application of STPA
requires significant time investment and does not render traditional
component-based methods obsolete.
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Overturned if: A future meta-analysis finds that STPA consistently
identifies all hazards found by FMEA while reducing the total analyst time
required for safety certification.
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Sources. 2012 - Leveson, N.G., "Engineering a Safer World: Systems Thinking
Applied to Safety" — [MIT Press Open Access](https://direct.mit.edu/
books/oa-monograph /2908 /Engineering-a-Safer-WorldSystems-
Thinking-Applied) - 2018 - Sulaman, S.M., Beer, A., Felderer, M. & Host, M.,
"Comparison of the FMEA and STPA safety analysis methods - a case study”
— [diva-portal.org](http: //www.diva-portal.org /smash /get /diva2:1166953 /
FULLTEXTO1.pdf)

UAI91934. 2012 - Leveson, N.G., "Engineering a Safer World: Systems
Thinking Applied to Safety" — [MIT Press Open Access](https://direct.mit.edu/
books/o0a-monograph/2908/Engineering-a-Safer-WorldSystems-Thinking-
Applied) - 2018 - Sulaman, S.M., Beer, A., Felderer, M. & Host, M., "Comparison
of the FMEA and STPA safety analysis methods — a case study" — [diva-
portal.orgl(http://www.diva-portal.org/smash/get/diva2:1166953/
FULLTEXTO1.pdf)
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12. Finding Your Own Seams — The
Procedure

Mapping the Architecture of Latent Conditions
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Systems rarely fail at their central components, but rather at the invisible
boundaries where different parts meet under unstated assumptions neither
side truly owns. James Reason, in his 2000 BMJ article (Vol. 320, pp. 768-
770), established that safety depends on hunting for latent conditions that
accumulate before they eventually trigger. Listing every boundary before
examining any individual component forces a practitioner to acknowledge
that reliability is a property of the interfaces connecting the entire system.
This procedure synthesizes the latent-condition thinking of Reason with
the control-based analysis favored by Nancy Leveson to ensure that safety
is treated as a constraint. By documenting these seams, the practitioner
identifies where assumptions reside, effectively shifting the focus from the
isolated parts to the interactions that govern system behavior. The evidence
from 2000 shows that failing to map these boundaries leaves the system
vulnerable to the silent accumulation of conditions that precede any
catastrophic failure.
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Testing the Constraints at the Seam

N1SNAAIUVDINNANTDYAD

Nancy Leveson, through her 2012 STAMP framework at MIT Press, argues
that safety must be managed as a control problem rather than a component
problem. Testing the seam requires asking what each side of an interface
assumes the other side guarantees, rather than merely verifying the
functionality of the parts. A robust procedure mandates writing down these
mutual guarantees so that the next person to inherit the system
understands the assumptions built into the architecture. This approach
acknowledges that safety is a control constraint on interaction, which is a
fundamentally different perspective than viewing safety as a property of
components. The 2012 work by Leveson demonstrates that testing these
seams prevents the propagation of errors that occur when expectations are
not explicitly aligned across the boundary. Prioritizing the interface over
the component ensures that the control structure remains intact,
effectively mitigating the risks that arise when assumptions remain hidden
from view.
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The Status of the Method
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No serious dispute exists regarding the necessity of this procedure, as the
evidence from the 2000 BMJ article and the 2012 STAMP framework
remains unchallenged. The method relies on the established consensus that
safety is a systemic property of controls and interfaces rather than a
discrete attribute of individual parts. This chapter does not introduce a new
claim but instead synthesizes the existing evidence to provide a practical
guide for locating boundaries in any system.
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Example: A bridge is not just its steel beams, but the specific, documented
tension at the joints where those beams connect to the concrete
foundation.
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Verdict. Reliability is a property of interfaces, and safety is a control
problem that requires explicit documentation of the assumptions held at
every boundary.
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Overturned if: A study replicates the STAMP framework and demonstrates
that component-level failure analysis provides a more accurate predictor of
systemic collapse than interface-boundary testing.
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